Exploring genomes - A Treasure Hunt on the
Internet
An activity developed by staff of the European Bioinformatics Institute (EMBL-EBI) and
suitable for use with students aged from 16-18 years old.

Introduction to the Treasure Hunt
Why have we invested so much time and money in deciphering the genetic sequence
of humans and other organisms?
The short answer is that our DNA holds the key to how our bodies function. If we know
the sequence of our genes, we can predict the sequence of our proteins. We can begin
to work out how small changes in the sequence of a gene can have profound effects on
the function of the protein that it encodes. Understanding the nature of these changes
can help us find ways to prevent and treat the diseases that they cause.
Genome sequencing provides a wonderful tool to help us discover more about
ourselves and other organisms. But it is just the beginning: the sequence itself is only
useful if we know how to make sense of it.
There are around 3 billion bases in the human genome. It would be impossible to go
through them all by eye, which is one reason why bioinformatics is so important.
Scientists in many disciplines are working to make sense of the sequence and
structures of proteins, and how they interact with each other to form pathways. Taken
together with a better understanding of which genes are active in different tissues, this
information is beginning to form a picture of how whole systems function - and
clarifying how we can prevent, diagnose and treat disease in humans and the many life
forms on which we depend.

What you and your students need to know before getting started:
Students should be familiar with the relationship between DNA, amino acids and
proteins, and have some understanding of protein structure. These concepts are also
introduced during the activity.
Bioinformatics is the science of storing, retrieving and analysing large amounts of
biological information. As more and more new biological data is produced (it doubles
every five months or so, and this rate is increasing), researchers need to be able to
access, analyse and share information.
Databases are large libraries of information. We have different databases for different
types of information: DNA sequences, protein sequences, and protein structure are
examples of some of the types of information that we store in databases and that you
will use in these activities.
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Tools allow us to do interesting things with the information that is stored in databases.
For example, search tools allow you to find a match for a sequence, or to align several
sequences to see how they are different. Some tools help you search through large
amounts of information to find what is most relevant to your research. Some of our
most heavily used tools help researchers find information about the function of a
particular protein, such as its biological role and the other proteins it interacts with.

Getting ready:
●

Each student will need to work with full instructions for this activity. They will be
asked to fill in answers to questions throughout.

●

They will need access to the Internet.

Key to this activity:
*** Indicates a web address that you need to go to.
??? Indicates an action or a question. Fill in your answers in the space provided.

Background: DNA codes for protein
Genes spell out the instructions for making proteins but how do they do this? The
building blocks of a protein are amino acids. To build a protein, we need to build a long
chain of amino acids, like a necklace made of different types of beads.
There are 20 different amino acids. We give amino acids a code letter, as for DNA. For
example:
M is methionine
L is leucine
F is phenylalanine (because P is taken - it stands for proline)
A gene is a list of code words for a string of amino acids: each code word (codon) is
a group of three DNA bases. Most of these code for an amino acid. For example, the
DNA letters TGC code for an amino acid called cysteine, whereas the DNA letters TGG
code for an amino acid called tryptophan.
There are 4 x 4 x 4 = 64 different combinations that can be used to make a codon.
Some of these 64 codons code for the same amino acid. For instance, GAA and GAG
both code for an amino acid called glutamic acid.
The codon ATG, which encodes the amino acid methionine (M), is very important
because it signifies ‘start’. The first codon of every protein is ATG.
Some of the 64 codons don’t code for any of the amino acids. For instance, the codon
TAA means ‘stop here’. Full stops are essential for when the cell is making a protein
from the DNA code, otherwise the cell wouldn’t know where to stop.
If you want to know which protein is encoded by a particular DNA sequence, first you
have to find the start signal (=ATG) of the coding sequence.
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How do I use the Codon Wheel?
DNA is made of only four different nucleotides A, T, C and G. Proteins can be made of
20 different amino acids, so twenty different letters are used, mostly (but not always)
the first letter of the name of the amino acid.
Example: If you want to know which amino acid is encoded by the DNA sequence TTG,
start in the centre of the wheel at T, and find the adjacent T and G (red arrow). The
outermost ring gives you the one-letter code for the amino acid: L (leucine).

A - Alanine
C - Cysteine
D - Aspartic acid
E - Glutamic acid
F - Phenylalanine

G - Glycine
H - Histidine
I - Isoleucine
K - Lysine
L - Leucine

M - Methionine
N - Asparagine
P - Proline
Q - Glutamine
R - Arginine

S - Serine
T - Threonine
V - Valine
W - Tryptophan
Y - Tyrosine
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Mini-module 1: Identifying a mystery protein from part of its
DNA sequence
Imagine that you’ve just sequenced some DNA. You’ll want to know whether it contains
any genes and, if so, which ones. The purpose of this part of the activity is to help you
identify a gene from a short length of DNA sequence.

1a From nucleotide to amino acid sequence
Your first task is to discover the identity of a mystery human gene.
A fragment of sequence from a human gene can be downloaded from:
http://www.ebi.ac.uk/~pjones/ELLS/mystery.fasta
You can open this page and copy / paste the sequence, or you can right-click the URL
above and save the file to a location on your computer.
Alternatively, you can just copy and paste the sequence from here:
ATGGTGCATCTGACTCCTGTGGAGAAGTCTGCCGTTACTGCCCTGTGGGGCAAGGTGAAC
GTGGATGAAGTTGGTGGTGAGGCCCTGGGCAGGCTGCTGGTGGTCTACCCTTGGACCCAG
AGGTTCTTTGAGTCCTTTGGGGATCTGTCCACTCCTGATGCTGTTATGGGCAACCCTAAG
GTGAAGGCTCATGGCAAGAAAGTGCTCGGTGCCTTTAGTGATGGCCTGGCTCACCTGGAC
AACCTCAAGGGCACCTTTGCCACACTGAGTGAGCTGCACTGTGACAAGCTGCACGTGGAT
CCTGAGAACTTCAGGCTCCTGGGCAACGTGCTGGTCTGTGTGCTGGCCCATCACTTTGGC
AAAGAATTCACCCCACCAGTGCAGGCTGCCTATCAGAAAGTGGTGGCTGGTGTGGCTAAT
GCCCTGGCCCACAAGTATCACTAA
??? Fill in the gaps for the first 20 amino acids encoded by this gene.
Use the codon wheel to help you, and write the protein sequence in the table
below.
Position
1
Codon
ATG
Amino acid

2
GTG

3
CAT

4
CTG

5
ACT

6
CCT

7
GTG

8
GAG

9
AAG

10
TCT

Position
11
Codon
GCC
Amino acid

12
GTT

13
ACT

14
GCC

15
CTG

16
TGG

17
GGC

18
AAG

19
GTG

20
AAC

1b The easy way to translate nucleotide sequence to protein sequence
There can be thousands of amino acids in a protein sequence so translating a protein
sequence by hand would take a lot of time. Luckily there are tools that can do the job
for us.
We are going to use a program called Transeq.
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*** Go to the EBI homepage: www.ebi.ac.uk
??? In the Tools drop-down menu, select Sequence Analysis and then the
Sequence Translation option.

??? Select Launch Transeq from the options on the Sequence Translation
page.

*** Open http://www.ebi.ac.uk/~pjones/ELLS/mystery.fasta in a new tab.
??? Copy the complete nucleotide sequence, paste it into the search box on the
Transeq webpage and click on Submit.
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Transeq will return your results with the translated protein sequence:

??? Check that your translation of the first 20 amino acids is correct. Then
select the protein sequence and copy it. Keep this page open as you may
need it later!

1c Use the short protein sequence to identify the mystery protein
In the final step of identifying the mystery sequence, we will use a database called
UniProt and a method called BLAST, which compares the protein sequence with all
known protein sequences in the database (over 27 million) to see if there is a match.
The result shows all proteins with matching sequence, with the best match at the top.
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UniProt: the Universal Protein Resource
UniProt is a comprehensive resource for protein sequence and annotation data.
UniProt is a collaboration between EMBL-EBI, the Swiss Institute of Bioinformatics
(SIB) and the Protein Information Resource (PIR). Approximately 90 people throughout
the three institutes work on UniProt data curation, software development and support.
BLAST: a ‘Google’ search for protein sequences
DNA and protein sequences are stored in databases that can be accessed via the
Internet. Short stretches of protein sequence (15–20 amino acids) are usually enough
to identify a protein uniquely. However, millions of sequences are known today, and if
you want to find out if a sequence is already known it would be impossible to compare
your sequence to all sequences in the database by eye. Fortunately, bioinformaticians
have developed programs that search the databases for you; one of these is called
BLAST.
*** Open www.uniprot.org in a new tab.
??? Click on the BLAST tab.
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??? Paste your amino acid sequence from Transeq into the sequence box. If
there is a star on the end of the sequence, remove it.
??? Below the text box in which you have pasted the sequence, select
“...Human” from the Database drop-down list.
??? Click on the Blast button.

Once the search is finished, UniProt will display the results of any matches. This tells
you which protein your sequence is from. Your results should look something like this:

We are looking for the best match so we will choose the result at the top of the list.
??? Write down the following information from your UniProt search result:
Protein name:
UniProt ID (accession):
UniProt ID codes are unique, shorthand names for protein sequences, called
accessions in UniProt. Each protein has a unique ID number. If you look at the other
results, you will see that they are all very similar. This is because the same protein has
been sequenced several times by different laboratories.
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Mini-module 2: Exploring proteins
Now you know what the sequence is, what does it do and what is special about it?
??? Click on the accession number of the identified protein. This will take you to
a web page summarising all the information known about this protein. Look
through this information and use it to answer the following questions.
How many amino acids does the whole
protein have? Hint: sometimes “amino
acids” is abbreviated as “aa”.
Describe the function of this protein:
Where is this protein found?
What’s the quaternary structure of the
protein?
Hint: the quaternary structure refers to the
assembly of the protein molecule into a
multi-subunit complex. The number of
subunits in a complex is described using
names that end in -mer. Dimer means that
the complex contains two proteins and a
tetramer contains four proteins. For
example, two molecules of the same protein
form a homodimer - homo meaning that
both subunits are the same protein. If the
subunits were different, that would be a
heterodimer.
List three diseases that are caused by
1
mutations to the gene coding for this protein.
2
3
Here we have been looking at the details of the first “hit” returned for the BLAST search
that we performed earlier. However, BLAST looks for similar protein sequences. It is
quite possible that the protein sequence that we searched with is not identical to the
protein entry that we have just looked at. We will now take a look to see if there are any
differences.
??? Click on the back button on your browser. This should take you back to the
list of proteins that match your BLAST search.
??? Scroll down to the section Detailed BLAST Results. Next to the top entry,
you will see a “plus” icon: . Click on this icon to view the alignment between
the sequence that you searched with (the query sequence) and the actual
sequence of the protein in UniProt.
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??? On the right of the page, under the Amino acid properties heading, click
the Similarity check-box. This will highlight any differences between the search
sequence and the protein sequence.
Use the alignment view to answer the following questions:
You should find a single difference between
the search sequence and the protein
sequence. At what position (counting from the
first amino acid) is the difference between the
search sequence and the protein sequence?
Which amino acid is present in the UniProt
sequence and which is present in the query
sequence?

UniProt sequence:
Query sequence:

Using these two pieces of information and the details available from UniProt, you will
now try to discover which genetic disease is associated with the original sequence you
searched with.
??? On this page, click on the highlighted protein accession P68871. This will
return you to the page with the detailed description of the protein.
??? Scroll down this page to the section called Sequence annotation
(Features). Within this section, find the Natural variations section. In this
section, you should find the variant that you performed the search with, and
therefore the disease that it causes.

Hint: Use the information you know about the amino acid position and the
amino acid change.

What disease is the mystery
sequence associated with?
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Mini-module 3: Studying protein structure
As you found out in sections 1 and 2, the protein you identified from the DNA sequence
was part of the human haemoglobin molecule. Human haemoglobin is described as a
heterotetramer because it consists of four parts that aren’t identical. The molecule is
made of two alpha subunits (red) and two beta subunits (blue). The alpha subunits are
encoded by the HBA1 and HBA2 genes while the beta subunits are encoded by the
HBB gene. The DNA sequence you started with is part of the HBB gene. You
discovered that the role of haemoglobin is to carry oxygen around the body. Oxygen is
bound by iron-containing heme groups (green) found in each of the subunits.

An important part of understanding protein function is knowing the shape of the protein.
Protein structures can also explain why some proteins functioning differently when
there is a change in the DNA sequence.
A computational method has not yet been developed for accurately predicting the
three-dimensional structure of a protein using the information in its sequence (the
primary structure). Instead, we have to determine protein structures experimentally
using methods such as X-ray crystallography, nuclear magnetic resonance
spectroscopy and (for lower-resolution structures of very large assemblies of
macromolecules) electron microscope tomography.
*** Look at the top of the UniProt page for the protein P68871. This is the same
page as at the end of mini module 2 and contains the detailed description of the
protein. You can find it again at www.uniprot.org/uniprot/P68871.
*** Notice there’s a grey horizontal bar which has links to the various sections
on the page. In this grey bar, click on Cross-refs and scroll down until you get
to the 3D structure databases section.
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Here you’ll find links to a database called PDB. This stands for Protein Data Bank.
PDBe is the Protein Data Bank in Europe and is one of three databases of threedimensional protein structures that feeds into the worldwide Protein Data Bank archive.
The archive contains over 85,800 structures but often there is more than one structure
for the same protein, so we actually know the structures of fewer proteins than this.
In UniProt as well as displaying the PDB entry ID that links to the database, other data
is incorporated including the experimental method and resolution (a smaller resolution
number means a better/more accurate/more detailed result).
Looking at the list of PDB links, you can see that X-ray is the most common method for
deciphering the 3-D structure of a protein. X-ray crystallography is a method of
determining the arrangement of atoms within a crystal, in which a beam of X-rays
strikes a crystal and causes the beam to spread in many specific directions. From the
angles and intensities of these diffracted beams, a crystallographer can produce a
three-dimensional picture of the density of electrons within the crystal. From this
electron density, the positions of the atoms in the crystal can be determined, as well as
their chemical bonds. X-ray crystallography is used to determine the atomic structure of
many materials, such as salts, minerals and metals as well as organic and biological
molecules such as proteins and drugs.
*** In the 3D structure databases list, click on the link for the entry 1GZX.

It’s more fun if we can actually interact with the protein and alter its appearance to
highlight different features. To do this, we are going to use a range of different tools to
look at the protein’s structure.
??? Work through the structure links in the left hand menu, from Primary to
Quaternary.
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Primary

the amino acid sequence

Secondary

bonds between the side chains of different amino acids cause localised
folding, which results in loops, strands and helices

Tertiary

the structure of the fully folded protein (shown in the PDBe database as a
comparison of fold types rather than a 3D model)

Quaternary

complex of two or more protein chains

??? In the left hand menu, click on Visualisation, and select Astex Viewer (the
first link). This programme shows molecular structures from several angles. You
might have to wait a minute or two for the AstexViewer screen to appear.

Researchers use graphics programs like AstexViewer to learn about the threedimensional shapes of proteins and to identify special features.
??? Try out some of AstexViewer‘s many functions:
1

2

3

Click and drag over the molecule, making it rotate. This allows you to look at it
from different angles. To zoom in, hold down the Shift key and the left mouse
button and move the mouse towards you. To zoom out, do the same but move
the mouse away from you.
Try the Magic Lens tool in the left hand menu. Move the cursor over the
molecule to see the four heme groups that bind the oxygen molecules. Click on
Magic Lens again to turn the function off.
Click on the Protein menu and select solid surface. The display will change to
show only the external surface of the protein.
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4

Click on the Ligand menu and select spheres. This will show you how the
bound oxygen molecules fit to the surface of the protein.

Next, we’re going to look at the amino acids mutated in sickle cell anaemia.
5
6

7

8

Click Reset View.
Click on Select to open a separate window that lists the chains in the protein
and their amino acids. You can drag this window to the side of the screen so
you can still see the protein structure.
Click on the [+] icon next to first B in the list. This will expand to show the amino
acids in that chain. Click on the text saying 149 : GLU (when this is selected the
text will change from black to red). Scroll down and click on the [+] icon next to
the first D in the list. Select 549 : GLU and check that the text colour has
changed to red.
In the main window, click on Protein and then Sphere.

The yellow spheres highlighted in the molecular structure are the amino acids mutated
in sickle-cell anaemia. Notice how they reside on the outer edge of the molecule.
The mutation which causes sickle-cell anaemia is due to a single nucleotide change in
the haemoglobin gene from Adenosine to Thymine. This alters the 7th amino acid in
the beta-globin protein from Glutamic acid (E) to Valine (V). Valine has a different
chemical structure from Glutamic acid and this property results in different molecular
properties for beta-globin.
Healthy haemoglobin allows red blood cells to remain disc-shaped so
they can travel around human blood vessels easily. Sickle-cell
haemoglobin sticks together inside blood cells, transforming them into
rigid sickle shapes.

It was Linus Pauling in 1949 who correctly predicted the molecular cause of the
deformation. He proposed that it was a change in the globin structure that caused the
sickle-cell phenotype. Today we know that the sickle-cell phenotype is caused by a
number of gene mutations, the most common of which is just one change in the
nucleotide sequence in the HBB gene. This change is a single nucleotide
polymorphism (SNP). It affects the shape of red blood cells, and also decreases the
efficiency of haemoglobin to transport oxygen, and can lead to several complications
including anaemia.
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Mini-module 4: Comparing protein structures
Adult haemoglobin is composed of two alpha and two beta subunits. Foetal
haemoglobin has two alpha subunits and two gamma subunits and is produced during
embryonic development. Although we always have the genes to make the foetal
version of haemoglobin they are turned off four to five weeks after birth. Foetal
haemoglobin has a slightly greater affinity for oxygen than adult hemoglobin. It
potentially provides a valuable alternative oxygen carrier in the blood of sickle-cell
patients if their bodies can be made to synthesise it again. Foetal hemoglobin also has
the advantage of retarding the polymerization of sickle-cell hemoglobin molecules. It
thus reduces the rate of sickling in red blood cells.
In this section, we will look at similarities between the structures of different forms of
haemoglobin, including normal adult and foetal haemoglobin and sickle-cell
haemoglobin.
To compare these structures, you will need the PDB codes (identifiers) for each
protein:
Human normal adult haemoglobin: 2h35
Human foetal haemoglobin: 1fdh
Sickle-cell haemoglobin: 2hbs
*** Go to www.ebi.ac.uk/pdbe
??? In the left hand Search list, click on Structure similarity.
??? On the next screen, click on Launch PDBe Fold. This is an interactive
service for comparing protein structures in 3D. You should see a screen that
looks like the one below:
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??? By default, the page is set to pairwise 3D alignment.
We want to compare more than two structures, so select the multiple option (at
the top of the page) and wait for the page to refresh. It should look like this:

??? Type the first PDB code, 2h35, into the ‘PDB code’ box.
??? Click the Actualize button. 2h35 will be added to the list of entries on the
left hand side of the page and a new entry button will appear.
??? Click the new entry button and type in the next PDB code, 1fdh, for the
human foetal haemoglobin. As before, click the Actualize button and then new
entry for the final protein.
??? Enter the final PDB code, 2hbs, and click Actualize.
??? Finally, click Submit your query.
The results page will display the multiple alignment results.
??? We want to view the structures superimposed on top of one another so
click View superposed to view the 3D comparison of the proteins.
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Once the viewer has launched, you will see that each protein has been given its own
colour.
??? Use the cursor to rotate the structures and try to see where they differ from
one another. Alternatively, you can select the spin option and watch the
proteins rotate.
??? As with the AstexViewer, you can change the appearance of the model by
using the options in the rendering menu. The default view is ‘cartoons’.

How similar are the structures?
What does this tell you about the
degree of change?

Well done!
After completing the four modules you can now use bioinformatics resources to
translate a nucleotide sequence, identify the protein, examine its 3D structure and
compare structures. Bioinformatics resources provide researchers with access to an
immense volume and variety of biological data, ultimately helping us learn more about
ourselves and the world around us.
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Further reading:
Proteopedia page about haemoglobin. Go to www.proteopedia.org, type ‘hemoglobin’
in the search box and click ‘Go’. There is also an interactive tutorial:
www.proteopedia.org/wiki/index.php/Tutorial:How_do_we_get_the_oxygen_we_
breathe
Proteopedia is a 3D, interactive encyclopaedia of proteins, RNA, DNA and other
molecules.
Wikipedia pages on hemoglobin and sickle-cell anemia:
http://en.wikipedia.org/wiki/Hemoglobin
http://en.wikipedia.org/wiki/Sickle-cell_anemia

_____________________________________________________________________

Creative Commons
EMBL-EBI employs creative commons copyrights to protect material that will
subsequently be used by teachers and other institutions.
This content carries the following license:
Attribution Non-commercial Share Alike
You are free:
● to Share — to copy, distribute and transmit the work
● to Remix — to adapt the work
Under the following conditions:
● Attribution — You must attribute the work to the original creators (but not in
any way that suggests that they endorse you or your use of the work).
● Non-commercial — You may not use this work for commercial purposes.
● Share Alike — If you alter, transform, or build upon this work, you may
distribute the resulting work only under the same or similar license to this one.
For further details, see http://creativecommons.org
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Key information for Exploring genomes – A Treasure Hunt on the Internet
Mini-module 1: Identifying a mystery protein from part of its DNA
sequence
• Full nucleotide sequence is:
ATGGTGCATCTGACTCCTGTGGAGAAGTCTGCCGTTACTGCCCTGTGGGGCAAG
GTGAACGTGGATGAAGTTGGTGGTGAGGCCCTGGGCAGGCTGCTGGTGGTCTAC
CCTTGGACCCAGAGGTTCTTTGAGTCCTTTGGGGATCTGTCCACTCCTGATGCTG
TTATGGGCAACCCTAAGGTGAAGGCTCATGGCAAGAAAGTGCTCGGTGCCTTTAG
TGATGGCCTGGCTCACCTGGACAACCTCAAGGGCACCTTTGCCACACTGAGTGA
GCTGCACTGTGACAAGCTGCACGTGGATCCTGAGAACTTCAGGCTCCTGGGCAA
CGTGCTGGTCTGTGTGCTGGCCCATCACTTTGGCAAAGAATTCACCCCACCAGTG
CAGGCTGCCTATCAGAAAGTGGTGGCTGGTGTGGCTAATGCCCTGGCCCACAAG
TATCACTAA
• Transeq result - protein sequence
MVHLTPVEKSAVTALWGKVNVDEVGGEALGRLLVVYPWTQRFFESFGDLSTPDAVM
GNPKVKAHGKKVLGAFSDGLAHLDNLKGTFATLSELHCDKLHVDPENFRLLGNVLVC
VLAHHFGKEFTPPVQAAYQKVVAGVANALAHKYH
• UniProt Blast top result – make sure the students have selected Human from the
BLAST options
- Accession: P68871
- Name: Hemoglobin subunit beta

Mini-module 2: Exploring proteins
• UniProt questions
- Amino acids: 147 aa
- Function:	
  Involved in oxygen transport from the lungs to the rest of the body.
- Protein location: In red blood cells
- Quaternary structure: Heterotetramer of two alpha chains and two beta chains
Three diseases:
1 – Heinz body anemias/ a form of non-spherocytic hemolytic anemia of Dacie type
1
2 – beta-thalassemia
3 – sickle cell anaemia
also: beta-thalassemia dominant inclusion body type (a form of beta-thalassemia)
• Amino acid difference between mystery and UniProt sequence:
- at position 7
- change from E > V / Glutamic acid to Valine
• Mystery sequence associated with: sickle-cell anaemia

Mini-module 4: Comparing protein structures
• Comparison of:
- Human normal adult haemoglobin: 2h35
- Human foetal haemoglobin: 1fdh
- Sickle-cell haemoglobin: 2hbs
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Multiple alignment results: one of the structures (sickle-cell haemoglobin, 2hbs) has
been crystallised as a dimer and so shows a second protein structure on its own in
grey. You can ignore this and focus on the superimposed protein structures.
• How similar are the structures?
Very similar, nearly identical. The only difference is that the sickle cell haemoglobin has
two proteins attached to each other but that relates to the amino acid change from E >
V as this makes the proteins aggregate.
• What does this tell you about the degree of change?
Since the structures are so similar the degree of change is very small, basically
because any change is likely to affect the function of the protein which would be
detrimental.
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